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[bookmark: _Toc224749790][bookmark: _Toc226554439][bookmark: _Toc226554567][bookmark: _Toc226555563][bookmark: _Toc226914246][bookmark: _Toc227682174][bookmark: _Toc227682335]1. Abstract
This project explores how cyber-attacks differ depending on where systems are hosted and which cloud provider is used. To investigate this, a distributed honeynet was deployed across three major cloud platforms: Amazon Web Services (AWS), Microsoft Azure, and Google Cloud Platform (GCP). The honeypots were placed in three global regions that are shared across all providers: Virginia, Frankfurt, and Singapore. allowing a direct comparison between both the cloud platform and the geographic location.
Low-interaction honeypots were used as they allow multiple systems to be deployed safely and at low cost while still capturing meaningful attack activity. Each honeypot was configured using the T-Pot platform and deployed with identical virtual machine specifications to ensure consistency across all environments.
The honeynet remained active for 4.5 weeks and collected real-world attack data from automated scanners and malicious actors attempting to access exposed services. The logs generated during this period were analysed to identify patterns in attack frequency, commonly targeted services, and the persistence of attackers across different regions and cloud platforms, as well as any similarities in the attacker behaviour.
The goal of this study is to determine whether attack behaviour remains consistent across different providers in the same region, or whether the cloud platform itself influences the volume and type of attacks observed. The results aim to provide a clearer understanding of how hosting location and cloud provider choice may affect exposure to cyber threats.
[bookmark: _Toc227682336]1.1 Introduction
In 2026, cyber-attacks are pervasive in cloud environments, where large-scale automated scanning and opportunistic intrusion attempts are continuously observed across publicly accessible infrastructure. Attackers regularly scan the internet looking for vulnerable machines, exposed services, or weak authentication methods that can be exploited. As more organisations move their infrastructure to public cloud platforms, understanding how attackers behave when they encounter these systems has become increasingly important. 
A substantial portion of modern attacks are automated. Bots and scanning tools constantly probe IP addresses across the internet attempting to access services such as SSH, web servers, or databases. While many of these attempts fail, they still reveal a lot about how attackers operate. By observing how attackers interact with vulnerable systems, it is possible to learn which services they target most often, how frequently they return, and how persistent they are in trying to gain access.
Honeypots provide a useful way to study this behaviour. A honeypot is a deliberately vulnerable system designed to attract attackers and record their actions. Instead of preventing attacks, the goal is to observe them and collect data about what attackers try to do once they find a system. 
The observation in this study will focus on collecting and analysing attack data across three cloud providers and three geographic regions, considering factors such as attack frequency and scanning behaviour. These may vary across regions such as North America, Europe, and Asia-Pacific, reflecting differences in infrastructure visibility and network positioning. Rather than proposing defensive measures, this study focuses on measuring and comparing these differences empirically. Without empirical data on which attack vectors are most actively exploited in a given environment, security efforts can become misdirected. Organisations may spend resources defending against unlikely threats while overlooking the most common entry points used by attackers. Distributed honeynet research helps address this by collecting real attack data across multiple cloud providers and geographic regions, making it possible to identify patterns in attack frequency, type, and persistence.
[bookmark: _Toc224749792][bookmark: _Toc226554441][bookmark: _Toc226554569][bookmark: _Toc226555565]This study investigates whether observed attack volume and attack type differ more significantly by cloud provider or by deployment region in a distributed nine-node low-interaction honeynet. The comparison focuses on two key variables: cloud platform (Amazon Web Services, Microsoft Azure, and Google Cloud Platform) and geographic region (Virginia, Frankfurt, and Singapore). Data was collected over a 4.5-week deployment period, during which all honeypots operated under consistent configurations. The study aims to contribute empirical evidence on how provider-specific characteristics and regional factors influence exposure to opportunistic attack activity, providing a clearer understanding of whether differences in observed behaviour are driven primarily by platform or location.
[bookmark: _Toc226914248][bookmark: _Toc227682176][bookmark: _Toc227682337]2. Background
[bookmark: _Toc224749793][bookmark: _Toc226554442][bookmark: _Toc226554570][bookmark: _Toc226555566][bookmark: _Toc226914249][bookmark: _Toc227682177][bookmark: _Toc227682338]2.1 Honeynets 
A honeynet is a network intentionally designed to mimic a real operational network with systems, services and applications but it’s isolated and monitored so that any traffic that passes through it, is assumed suspicious.
Its primary purpose is to attract attackers and observe their behaviour, tools, techniques, and motivations in a controlled setting.
[bookmark: _Toc224749794][bookmark: _Toc226554443][bookmark: _Toc226554571][bookmark: _Toc226555567][bookmark: _Toc226914250][bookmark: _Toc227682178][bookmark: _Toc227682339]2.1.1 Honeypots
The earliest recorded use of a honeypot dates back to 1986, described in The Cuckoo’s Egg [16] by Clifford Stoll. While working as a system administrator at Berkeley, Stoll discovered unauthorised access to his system. To identify the attacker, he monitored incoming connections and created a fake environment to lure them. This ultimately led to the identification and arrest of a German hacker working for the KGB, marking the first documented use of honeypot techniques. 
The deployment of honeypots has been the means of observing the malicious attacker’s behaviour, strategy and mindset and has aided in the understanding of emerging threats. Early honeypot research such as [2], focused on single-node traps for collecting exploit payloads and understanding the attacker’s methodologies. Over time, this evolved into honeynets, an interconnected networks of honeypots designed to emulate realistic infrastructure and observe broader attack strategies. Modern research has examined the distribution of attack traffic across geographic and infrastructural boundaries. Studies at [1] and at [3] demonstrated that statistical analysis of honeypot data could identify systemic attack features, such as characteristic byte distributions or packet frequencies. Later work in 2015[4], introduced honeypots in virtualized and cloud environments, identifying unique attacker behaviours that emerge from differences in IP reputation and hosting provider policies. However, few studies have conducted simultaneous cross-region (Virginia, Frankfurt, and Singapore) and cross-provider comparisons, especially across commercial cloud platforms (AWS, Azure, and GCP).

Honeypots are typically categorised by purpose into two main types: research and production.
· Research honeypots focus on analysing attacker behaviour, including how systems are compromised and exploited. 
· Production honeypots are deployed within organisations to protect real systems by diverting attackers away from live infrastructure.

Honeypots can be configured with various levels of interaction, described as low, medium, or high, depending on how much access and engagement they allow an attacker. The level of interaction determines how realistic the honeypot appears and how much activity an attacker can carry out within the environment. In the next section I will break down the pros and cons of the different types of interactions on honeypots 

[bookmark: _Toc224749795][bookmark: _Toc226554444][bookmark: _Toc226554572][bookmark: _Toc226555568][bookmark: _Toc226914251][bookmark: _Toc227682179][bookmark: _Toc227682340]2.1.2 Honeypot interaction breakdown

Low Interaction
Pros
Low-interaction honeypots provide a limited amount of interaction compared to the high-interaction honeypots. They emulate specific services such as SSH login or a HTTP server. Low-interaction honeypots simulate only services that cannot be exploited to get complete access to the honeypot which makes them safer to host and easier to deploy but provide less detailed information on attackers.

Cons
Despite their scalability, low overhead and safety advantages, low-interaction honeypots do possess some limitations. They only capture initial attack attempts and do not provide visibility into the attacker’s post-exploitation behaviour. Although it is advantageous to step into the attacker’s mind see how they go about their exploitation attempts, it would be optimal from a security perspective to see how exactly they exploit a service in detail so it could be mitigated appropriately.



Medium Interaction
Pros
Medium-Interaction honeypots are like low-interaction honeypots, but they simulate a more complex services but still do not provide a full OS. They provide more detailed logging than low interaction pots while remaining relatively safe.
Cons
They do although come with a heft overheard as opposed to low-interaction ones, as they require a stronger CPU, more RAM and Storage.


High Interaction
Pros
High-interaction pots provide us with a lot of visibility to judge an attacker’s behaviour, you can observe privilege escalation and lateral movements within the system. If configured correctly and monitored, these pots can provide valuable insight into the threat attacker’s mind.
Cons
High-interaction honeypots are vulnerable systems that mimic real systems closely. According to [4] high-interactions honeypots “simulates all aspects of an operating system” which would give a threat actor a lot of wiggle room to potentially launch further network attacks. Since high-interaction honeypots provide a deeper level of interaction, the capture more information on an attacker such as lateral movement, data exfiltration attempts, and attack sequences.



[bookmark: _Toc224749796][bookmark: _Toc226554445][bookmark: _Toc226554573][bookmark: _Toc226555569][bookmark: _Toc226914252][bookmark: _Toc227682180][bookmark: _Toc227682341]2.1.3 Rationale for Interaction Selection 
This project implemented a distributed network of low-interaction honeypots deployed across multiple cloud providers and geographic regions. The selection of a low-interaction model was driven by the need to balance scalability, cost-efficiency, and operational safety.
Low-interaction honeypots require minimal computational and storage resources, enabling the deployment of a high number of instances across diverse environments at a lower cost. This approach provided broad coverage of different cloud providers and geolocations while maintaining a low overhead.
From a security perspective, restricting attacker interaction reduces the risk of the honeypots being used to launch secondary attacks. This ensures that the study remains observational rather than introducing additional risk to cloud environments.
However, this design choice limits the analysis to pre-compromise activity, meaning the findings are restricted to scanning behaviour, service targeting, and initial interaction patterns. These limitations are discussed further in the “Limitations” section at the end of this report.


[bookmark: _Toc224749797][bookmark: _Toc226554446][bookmark: _Toc226554574][bookmark: _Toc226555570][bookmark: _Toc226914253][bookmark: _Toc227682181][bookmark: _Toc227682342]2.2 Hosting Providers
Cloud hosting providers deliver computing infrastructure such as processing power, storage, and networking over the internet. In the context of this study, providers are not examined for their features, but for how their infrastructure characteristics influence observed attack behaviour.
Prior research indicates that factors such as IP address allocation, provider visibility, and market share can influence how frequently systems are scanned or targeted [5], [25]. This section therefore focuses on literature-supported justification for selecting specific providers, rather than general platform descriptions.


[bookmark: _2.2.1_The_Options][bookmark: _Toc224749798][bookmark: _Toc226554447][bookmark: _Toc226554575][bookmark: _Toc226555571][bookmark: _Toc226914254][bookmark: _Toc227682182][bookmark: _Toc227682343]2.2.1 The Options
AWS
AWS is consistently identified in the literature as a high-visibility platform due to its large market share and extensive global infrastructure. Studies such as [5] and [12] show that AWS-hosted honeypots experience a high volume of automated scanning, particularly targeting SSH services.
In [12], over 11,000 unique SSH sessions were recorded during a 70-day deployment, with the authors noting that services providing shell access are the most frequently targeted entry points.
This makes AWS a useful baseline for analysing common, high-frequency attack patterns associated with widely recognised cloud infrastructure.

AZURE
Azure is the second-largest cloud provider and is frequently examined in long-duration honeypot studies. Research in [13] demonstrates that Azure deployments attract persistent attack activity, including repeated scanning and payload delivery.
Unlike short-term studies, the 11-month deployment in [13] revealed that attackers not only probe for vulnerabilities but also deploy malware such as crypto miners and remote access tools.
This suggests that Azure environments may experience more sustained or behaviourally complex attacks, making it suitable for analysing attacker within low-interaction constraints.


Google Cloud Platform
Although GCP has a smaller market share, comparative research in [5] found that it recorded the highest proportion of attack traffic (49%) despite being the least widely used provider at the time.
This finding challenges the assumption that market share directly correlates with attack frequency. Instead, studies suggest that factors such as IP range freshness, allocation policies, and scanning heuristics may make GCP infrastructure more visible to automated attackers [25]. This exposure and visibility is essential when choosing the right a provider as it can significantly influence the likelihood of being targeted.

[bookmark: _Toc226914255][bookmark: _Toc227682183][bookmark: _Toc227682344]2.2.2 Rationale for Provider Selection
Across the literature, there is broad agreement that cloud-hosted systems are heavily targeted by automated scanning and brute-force attacks, particularly against exposed services such as SSH. However, there is less agreement on what drives differences in attack volume between providers.
Some studies suggest market share and visibility are the dominant factors, while others highlight IP allocation strategies and regional deployment characteristics as more influential [5], [25].
A key gap in existing research is the lack of controlled, simultaneous comparisons across multiple providers and regions using identical configurations for a period longer than 21 days. Many studies focus on a single provider, different deployment conditions, or an extremely short deployment period, making direct comparison difficult.
This dissertation addresses that gap by deploying identical low-interaction honeypots across AWS, Azure, and GCP n matched geographic regions over a longer continuous deployment period than any previous study.
This study contributes a controlled comparison that isolates provider and regional effects, while acknowledging that low-interaction data primarily captures pre-compromise behaviour.
[bookmark: _Toc224749799][bookmark: _Toc226554448][bookmark: _Toc226554576][bookmark: _Toc226555572][bookmark: _Toc226914256][bookmark: _Toc227682184][bookmark: _Toc227682345]3. Methodology
This study was conducted using an Infrastructure as a Service model, where honeypots were deployed on virtual machines. Virtual machines were provisioned across three major cloud platforms: Amazon Web Services(AWS), Microsoft Azure and Google Cloud. The honeypot environment was configured using T-Pot [5], an integrated multi-honeypot platform that enables standardised deployment and centralised data collection, incorporating tools such as:
· Cowrie [17] - Medium-interaction honeypot for SSH/Telnet, capturing brute-force attempts and post-compromise commands.
· Dionaea [18] - A low interaction honeypot designed to emulate common network services such as HTTP, FTP, TFTP, SMB, MSSQL, and VOIP, with support for TLS and IPv6. Beyond basic logging, Dionaea is capable of capturing malware samples and detecting shellcode, making it useful for analysing malicious payloads.
· Heralding [19] - A low-interaction credential capturing honeypot that imitates authentication interfaces. It supports multiple protocols including Telnet, SSH, FTP, HTTP, POP, and SMTP, and records login attempts along with relevant connection details.
· Glastopf [20] – A web application honeypot simulating vulnerable services using RFI/LFI techniques.
· Glutton [21] - A low-interaction honeypot that captures and analyses TCP and SSH traffic. It listens on all ports and responds based on predefined rules. For example, it can simulate an SSH session before closing the connection after accepting login credentials.
· Honeytrap [22] – It functions as a general traffic collector within T Pot. It captures network traffic that is not handled by other honeypots by dynamically opening TCP and UDP listeners.
· Suricata [23] - A real-time Intrusion Detection System (IDS), it provides network monitoring capabilities using rule sets and signature-based detection to identify complex and evolving threats.
· Mailoney [24] - A low-interaction SMTP honeypot, which logs all emails and credentials, as well as commands exploited within the honeypot.

[bookmark: _Toc226914257][bookmark: _Toc227682185][bookmark: _Toc227682346]3.1 Deployment Design
In total, nine honeypots were deployed, with three per provider, each located in a different geographic region. All systems were configured identically using T-Pot and connected to the Elastic Stack for centralised log collection and analysis.
The selected regions were Virginia (US), Frankfurt (Germany), and Singapore, chosen because they are widely used cloud regions with strong digital infrastructure with high network visibility and shared the same three regions.
Using the same regions across all providers ensures a fair comparison, as it controls for geographic bias and allows differences in results to be more confidently attributed to provider characteristics rather than location alone.
The details of the cloud providers and their corresponding deployment regions are outlined in Figure 1 (Server Provider and Region Per Deployed Virtual Machine).

[bookmark: _Toc226555481]Figure 1 - Server Provider and Region Per Deployed Virtual Machine
	Cloud Provider
	Server Region
	Actual Location

	Microsoft Azure
	East US
	Virginia, US

	Microsoft Azure
	West Europe
	Frankfurt, Germany

	Microsoft Azure
	Southeast Asia
	Singapore, Malaysia

	Amazon (AWS)
	us-east-1c
	North Virginia, US

	Amazon (AWS)
		



	eu-west-1



	Frankfurt, Germany

	Amazon (AWS)
	ap-southeast-1
	Singapore, Malaysia

	Google Cloud
	us-east-4c
	Ashburn, North Virginia, US

	Google Cloud
	europe-west2
	Frankfurt, Germany

	Google Cloud
	asia-southeast1
	Singapore


Interpretation of figure: The figure shows how each cloud provider’s region name maps to the actual physical location of the deployed virtual machines. By comparing the columns, it clarifies where each server is geographically located.

[bookmark: _Toc226914258][bookmark: _Toc227682186][bookmark: _Toc227682347]3.2 System Configuration
All virtual machines were set up using Ubuntu 25.04 LTS as the operating system, and each one was configured with the same hardware specifications to keep the environment consistent. Every instance was allocated two virtual CPUs, 8 GB of RAM, and a 60 GB solid state drive, which aligns with the recommended requirements for running T Pot reliably.
These resources were maintained for the entire deployment period of four and a half weeks. The storage capacity proved sufficient for retaining logs over that time, and the overall configuration provided a good balance between performance and cost. This ensured the honeypots operated smoothly without introducing unnecessary operational overhead. 
A detailed table of each of the instance’s specification can be found below at Figure 2 (Instance Specifications).

[bookmark: _Toc226555482]Figure 2 -  Azure, Amazon and GCP Instance Specifications
	Cloud Provider
	Machine Type
	CPU 
	RAM
	Storage
	Server Region

	Microsoft Azure
	Standard D2s v3
	2 vCPU
	8 GB
	60 GB SSD
	East US

	Microsoft Azure
	Standard D2s v3
	2 vCPU
	8 GB
	60 GB SSD
	West Europe

	Microsoft Azure
	Standard D2s v3
	2 vCPU
	8 GB
	60 GB SSD
	Southeast Asia

	Amazon (AWS)
	t3.large
	2 vCPU
	8 GB
	60 GB SSD
	us-east-1c

	Amazon (AWS)
	t3.large
	2 vCPU
	8 GB
	60 GB SSD
	eu-west-1

	Amazon (AWS)
	t3.large
	2 vCPU
	8 GB
	60 GB SSD
	ap-southeast-1

	Google Cloud
	e2-standard-2
	2 vCPU
	8 GB
	60 GB SSD
	us-east-4c

	Google Cloud
	e2-standard-2
	2 vCPU
	8 GB
	60 GB SSD
	europe-west2

	Google Cloud
	e2-standard-2
	2 vCPU
	8 GB
	60 GB SSD
	asia-southeast1


Interpretation of figure: The figure outlines the instance specifications used across all cloud providers and regions, including machine type, CPU, RAM, storage, and server location. Each provider uses a different instance name, but the configurations are consistent, with all deployments running 2 vCPUs, 8 GB of RAM, and 60 GB SSD storage. This allows for direct comparison between providers while keeping the underlying hardware resources the same.

[bookmark: _Toc226914259][bookmark: _Toc227682187][bookmark: _Toc227682348]3.3 Network Exposure and Data Collection
A range of ports were exposed for attackers, some popular ones include port sda for SSH, port 80 and 443 for HTTP/HTTPS. Since these ports are exposed to the attackers, they cannot be used to access the main dashboard, that has been provided by T-Pot, instead port 64297 was used to provide secure access to the dashboard over HTTPS and port 64295 is used to provide SSH access. 
The allowed ports ranged from 0-64000 for all source IP addresses.
These firewall rules for all instances can be found below at Figure 3 (Firewall Rules for All Instances).
[bookmark: _Toc226555483]Figure 3 - Firewall Rules for All Instances
	Name
	Type
	Filters
	Protocols /Ports
	Action

	Management Port
	Ingress
	Private IP Address
	64295-64297
	Allow

	Attack Traffic
	Ingress
	IP ranges 0.0.0.0/24
	0-64000
	Allow


Interpretation of figure: The figure shows the network access rules configured for the deployment, including the rule name, traffic type, applied filters, port ranges, and the resulting action. It distinguishes between management access on specific ports and general inbound attack traffic across a wider port range, with both rules set to allow incoming connections.

All logs were collected from the honeypots and stored in Logstash in real-time which then were analysed and visualized with Elasticsearch and Kibana with real-time updates. These are all a part of Elastic Stack, which is an open-source tool used to collect, process, store and visualize data. 
[bookmark: _Toc226914260][bookmark: _Toc227682188][bookmark: _Toc227682349]3.4 Source Country Identification
Source countries were determined using IP geolocation techniques based on publicly available IP-to-location databases.
It is important to note that IP geolocation does not reflect the true origin of attackers, as traffic may be routed through cloud infrastructure, VPNs, proxies, or compromised devices.
[bookmark: _Toc226914261][bookmark: _Toc227682189][bookmark: _Toc227682350]3.5 Ensuring Fair Comparison
While conducting this study, several steps were taken to ensure that comparisons between providers were as fair and consistent as possible:
· identical system configurations across all deployments 
· same honeypot software used (T-Pot) 
· same geographic regions used for each provider. 
· consistent firewall rules and port exposure 
· identical tools used to for all processes
Despite these controls, differences in provider-specific infrastructure may still influence results. These factors are acknowledged as limitations in the ‘Limitations’ section at the end of the report.
[bookmark: _Toc226914262][bookmark: _Toc227682190][bookmark: _Toc227682351]3.6 Definition of a “Hit”
A “Hit” in this study was defined as every individual connection attempt from a source IP address to the honeypot. This means that each time a source IP initiated a connection, it was counted as a separate hit, regardless of whether multiple connections originated from the same IP address. 
[bookmark: _Toc226914263][bookmark: _Toc227682191][bookmark: _Toc227682352]3.7 Research Validity and Interpretive Scope
When interpreting the findings of this study, several validity considerations should be acknowledged to ensure that conclusions are appropriately scoped.
Construct validity -  concerns whether the measures used accurately represent the phenomena being studied. In this work, a “hit” is defined as an individual connection attempt to an exposed service. While this provides a useful indicator of exposure and scanning activity, it does not represent a confirmed exploitation attempt or successful compromise. As such, hit counts should be interpreted as a measure of interaction frequency rather than direct indicators of attack success or attacker capability.
Internal validity - relates to the extent to which observed differences can be attributed to the variables under investigation. Although this study controlled for system configuration, deployment regions, and firewall rules, provider‑specific services and network behaviours may still introduce confounding effects. For example, platform‑level services exposed by certain cloud providers can attract disproportionate volumes of traffic, influencing observed attack patterns independently of attacker preference. These factors limit the ability to attribute differences solely to cloud provider or region.
External validity - addresses the generalisability of the findings beyond the specific deployment. The results reflect exposure patterns observed within nine nodes, a low‑interaction honeynet over a 4.5‑week period. Therefore, the findings should be interpreted as of relative attack exposure in similarly configured cloud‑hosted systems, rather than as a comprehensive representation of global attacker behaviour or long‑term threat trends.
Together, the findings describe relative exposure patterns rather than attacker intent, attribution, or exploitation outcomes, and their applicability is limited to the scope and configuration of the deployment.





[bookmark: _Toc224749800][bookmark: _Toc226554449][bookmark: _Toc226554577][bookmark: _Toc226555573][bookmark: _Toc226914264][bookmark: _Toc227682192][bookmark: _Toc227682353]4. Research
This section builds directly on the literature review and explains how earlier studies have shaped the focus of this project. Prior research has shown that honeypots deployed across different cloud providers, even when configured identically, do not experience the same attack behaviour. These differences appear to be influenced by provider architecture, IP address allocation strategies, market share, and regional visibility. Drawing from studies such as [5] , [13] and [25], this project aims to examine whether those previously observed patterns are still evident today and how they compare over a 4.5-week deployment period.
The study concentrates on three major public cloud providers: Amazon Web Services, Microsoft Azure, and Google Cloud. According to [10], AWS holds the largest market share, followed by Azure, with Google Cloud in third place. However, previous findings challenge the assumption that market share alone determines attack frequency. In the comparative study conducted in [5], Google Cloud recorded the highest proportion of total attacks, accounting for 49% of observed traffic, despite having the smallest market share at the time. This raises important questions about the relationship between visibility, IP space management, and attacker targeting behaviour.
Research focusing on AWS in [5] and [12] highlights a strong concentration of SSH brute force attacks, with port 22 consistently identified as the most targeted service. The findings in [12] showed over 11,000 unique SSH sessions during a 70-day deployment, reinforcing the idea that exposed shell access services remain a primary entry point for automated attacks. Azure based research in [13], conducted over an 11-month period, revealed persistent attacks on low interaction honeypots and demonstrated that attackers were not only scanning but also dropping payloads such as crypto miners and remote access tools. This may indicate that Azure deployments may attract more sustained or payload driven activity, particularly over longer durations.
The literature also indicates that geographic region plays a significant role in shaping attack traffic. Studies such as [5] and [26] observed that deployments in Virginia frequently received traffic originating from China, Russia, and the United States. Frankfurt, as discussed in [27], hosts one of the largest internet exchange points in the world, making it a highly visible and strategically valuable region. Additionally, [25] argues that newly announced or frequently rotated IP ranges are more attractive to scanners, which may explain why Google Cloud has recorded elevated scanning activity in certain deployments.
These findings inform the focus of this study, which compares:
· total attack volume across providers 
· commonly targeted services (e.g., SSH, SMB, RDP) 
· differences between automated scanning and exploit attempts 
· regional variations in attack patterns and source locations

By building on prior work [5], [12], [13], and [25], this study evaluates whether these patterns persist in a modern deployment and whether any provider or region demonstrates relatively lower exposure or reduced attack complexity. The following section presents the empirical results gathered from the nine deployed honeypots and evaluates them against the expectations derived from the literature.

[bookmark: _5._Results][bookmark: _Toc224749802][bookmark: _Toc226554451][bookmark: _Toc226554579][bookmark: _Toc226555575][bookmark: _Toc226914265][bookmark: _Toc227682193][bookmark: _Toc227682354]5. Results
This section will analyse the results of the data that were collected over the deployment period of November 10th, 2025, to December 15th, 2025.
[bookmark: _5.1_Total_Hits][bookmark: _Toc224749803][bookmark: _Toc226554452][bookmark: _Toc226554580][bookmark: _Toc226555576][bookmark: _Toc226914266][bookmark: _Toc227682194][bookmark: _Toc227682355]5.1 Total Hits 
[bookmark: _Toc226555318]Table 1 Total Hits
	Cloud Provider
	Location
	Total Hits

	Microsoft Azure
	Frankfurt
	3,516,200

	Microsoft Azure
	Virginia
	750,132

	Microsoft Azure
	Singapore
	1,380,114

	Amazon (AWS)
	Frankfurt
	413,251

	Amazon (AWS)
	Virginia
	192,445

	Amazon (AWS)
	Singapore
	78,625

	Google Cloud
	Frankfurt
	294,799

	Google Cloud
	Virginia
	105,932

	Google Cloud
	Singapore
	37,262


[bookmark: _Toc224749804][bookmark: _Toc226554453][bookmark: _Toc226554581][bookmark: _Toc226555577]Interpretation of table: The table presents the total number of hits recorded for each cloud provider across the three. Each row lists a provider and region alongside the overall volume of traffic observed in that deployment. By reading down the table, it is possible to compare the total activity levels between providers and across different regions, showing how the overall number of interactions varies depending on both the cloud platform and its geographic location.

[bookmark: _Toc226914267][bookmark: _Toc227682195][bookmark: _Toc227682356]5.1.1 Key takeaways from Total Hits
The data shows that Microsoft Azure honeypots experienced far more hits than AWS or Google Cloud. To be more precise Azure received just over five times the number of hits AWS received and ten times the number of hits that Google Cloud received. 
Google cloud received the lowest amount of hits,  91% lower than the most targeted provider, Azure and 36% lower than AWS.
The Singapore region was consistently the lowest hit region on every provider other than Microsoft Azure where it placed second with still a substantial number of hits.
[bookmark: _Toc224749805][bookmark: _Toc226554454][bookmark: _Toc226554582][bookmark: _Toc226555578][bookmark: _Toc226914268][bookmark: _Toc227682196][bookmark: _Toc227682357]5.1.2 Why Frankfurt is the most targeted location across all providers. 
Why was the Frankfurt region the most targeted location across all cloud providers in this study?
The data collected from the honeynet shows a consistent pattern where Frankfurt received the highest number of attacks across all cloud providers, regardless of whether the deployment was on Microsoft Azure, AWS, or Google Cloud. This could indicate that the increased attack activity is likely influenced by the geographic location of the infrastructure rather than the cloud provider itself. This observation indicates a pattern in the dataset, but the underlying cause cannot be directly determined.
One possible interpretation could be the presence of DE-CIX Frankfurt [27], one of the largest internet exchange points (IXPs) in the world. An internet exchange point allows internet service providers, cloud companies, and content delivery networks to connect directly and exchange large volumes of traffic. Because of the scale of traffic passing through these networks, Frankfurt acts as a major hub for European internet connectivity.
Since DE-CIX Frankfurt handles a significant portion of European internet traffic, it creates an environment where attackers can efficiently scan large numbers of systems connected to major networks. This makes Frankfurt an attractive location for automated reconnaissance activity. As a result, honeypots hosted in Frankfurt may receive more scanning and probing attempts compared to deployments in other regions. However, this study does not directly measure discovery mechanisms, so this explanation cannot be confirmed.
Overall, the findings support the expectation that regions with major internet infrastructure hubs may experience higher attack volumes, regardless of the cloud provider hosting the system. While this provides a plausible explanation, the dataset cannot directly link attack activity to DE-CIX or confirm that traffic originated due to this infrastructure.
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[bookmark: _Toc226555319]Table 2 - Targeted Ports
	Cloud Provider
	Location
	Top 3 Ports
	Total Hits

	Microsoft Azure
	Frankfurt
	32526
	1,481,576

	
	
	5900
	49,754

	
	
	55144
	41,597

	Microsoft Azure
	Virginia
	32526
	134,010

	
	
	5900
	57,580

	
	
	60700
	23,423

	Microsoft Azure
	Singapore
	32526
	440,559

	
	
	5900
	66,196

	
	
	58026
	41,023

	Amazon (AWS)
	Frankfurt
	5900
	137,733

	
	
	445
	48,952

	
	
	59342
	12,065

	Amazon (AWS)
	Virginia
	445
	40,565

	
	
	80
	8,579

	
	
	54754
	6,522

	Amazon (AWS)
	Singapore
	445
	14,914

	
	
	5900
	7,708

	
	
	42152
	6,593

	Google Cloud
	Frankfurt
	5900
	56,942

	
	
	445
	46,217

	
	
	22
	7,699

	Google Cloud
	Virginia
	5900
	19,796

	
	
	445
	3,357

	
	
	22
	2,877

	Google Cloud
	Singapore
	445
	2,793

	
	
	22
	1,579

	
	
	443
	644


Interpretation of table: The table shows the top three most targeted ports for each cloud provider across different locations, along with the total number of hits each port received. Each section lists a provider and region, followed by the ports that experienced the highest levels of activity and their corresponding hit counts. By reading across the rows, it is possible to compare which ports received the most traffic within each deployment and how the volume of hits differs between providers and locations. This allows the reader to see both the most active ports and the scale of activity associated with each one in each environment.

[bookmark: _5.2.1_Most_Frequently][bookmark: _Toc224749808][bookmark: _Toc226554457][bookmark: _Toc226554585][bookmark: _Toc226555581][bookmark: _Toc226914271][bookmark: _Toc227682198][bookmark: _Toc227682359]5.2.1 Most Frequently Targeted Ports
Looking at the data overall, attackers appear to focus on a small number of specific ports, this led me to believe that many of the attacks are likely coming from automated scanning tools searching for known services. However, the dataset cannot confirm whether these scans resulted in successful exploitation or whether they were opportunistic probes.
One of the most frequently targeted ports across the dataset is port 5900, which is commonly used for VNC remote desktop services. This port appears in the top three ports across several deployments. The high number of hits may on this port point in the direction that threat attackers are targeting these to gain direct control of a system.
Another commonly targeted port is port 445, which is used for SMB(Server Message Block) file sharing on Windows systems. This port appears frequently in the AWS and Google Cloud deployments across multiple regions. Since SMB has been involved in many past malware and ransomware attacks, it is likely that automated scanning tools continue to probe this port in search of a vulnerability.
(Port 445 is windows based only, probably targeted for OS detection) 
Several ports appear repeatedly across the dataset:
· Port 5900 – commonly used for VNC remote desktop services.
· Port 445 – used for SMB file sharing in Windows systems.
· Port 22 – used for SSH remote access.
· Port 80 / 443 – used for web traffic.
The presence of these ports suggests that attackers are scanning for remote access services, file sharing systems, and web servers, which are common entry points in many attacks according to [28].
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[bookmark: _Toc226555320]Table 3 - Targeted Services
	Cloud Provider
	Location
	Top 3 Ports
	Service

	Microsoft Azure
	Frankfurt
	32526
	VM Agent heartbeat and internal signalling

	
	
	5900
	VNC (Remote Desktop)

	
	
	55144
	High Port – Application Unknown

	Microsoft Azure
	Virginia
	32526
	VM Agent heartbeat and internal signalling.

	
	
	5900
	VNC (Remote Desktop)

	
	
	60700
	High Port – Application Unknown

	Microsoft Azure
	Singapore
	32526
	VM Agent heartbeat and internal signalling.

	
	
	5900
	VNC (Remote Desktop)

	
	
	58026
	High Port – Application Unknown

	Amazon (AWS)
	Frankfurt
	5900
	VNC (Remote Desktop)

	
	
	445
	SMB (Windows File Sharing)

	
	
	59342
	High Port – Application Unknown

	Amazon (AWS)
	Virginia
	445
	SMB (Windows File Sharing)

	
	
	80
	HTTP (Web Server)

	
	
	54754
	High Port – Application Unknown

	Amazon (AWS)
	Singapore
	445
	SMB (Windows File Sharing)

	
	
	5900
	VNC (Remote Desktop)

	
	
	42152
	High Port – Application Unknown

	Google Cloud
	Frankfurt
	5900
	VNC (Remote Desktop)

	
	
	445
	SMB (Windows File Sharing)

	
	
	22
	SSH (Secure Shell Remote Access)

	Google Cloud
	Virginia
	5900
	VNC (Remote Desktop)

	
	
	445
	SMB (Windows File Sharing)

	
	
	22
	SSH (Secure Shell Remote Access)

	Google Cloud
	Singapore
	445
	SMB (Windows File Sharing)

	
	
	22
	SSH (Secure Shell Remote Access)

	
	
	443
	HTTPS (Secure Web Traffic)


Interpretation of table: The table shows the top three most targeted ports for each cloud provider across three locations (Frankfurt, Virginia, and Singapore), along with the service associated with each port. Each section lists a provider and location, followed by the ports that received the highest number of hits in that deployment. By reading across the rows, it is possible to compare which ports appear most frequently within a provider and how they differ between regions. The inclusion of service names helps indicate the type of system or access method linked to each port, allowing the reader to understand what kind of activity those ports are typically associated with.
Remote Access Services
Across all three cloud providers, ports associated with remote access appear frequently in the dataset. One of the most consistent examples is port 5900, which appears in deployments on Azure, AWS, and Google Cloud across multiple regions. In several cases it is either the most targeted port or among the top three.
This repeated presence suggests that attackers are consistently scanning for systems that may expose remote access functionality, although the dataset cannot determine whether this is due to deliberate targeting. Compared with other services in the dataset, remote access ports appear far more consistently across providers and regions. This pattern may indicate that automated scanning tools are prioritising these services as potential entry points into cloud-hosted systems, this pattern is consistent with automated scanning behaviour, however this cannot be definitively confirmed
Windows and File-Sharing Services
Ports related to Windows networking activity also appear prominently in the dataset. Port 445 is particularly noticeable in both AWS and Google Cloud deployments and appears repeatedly across different regions.
Compared to the remote access services observed in Azure, these ports appear more prominently in AWS and Google Cloud environments. This difference may suggest that attackers interacting with those providers are focusing more heavily on services typically associated with Windows-based systems, although this is a plausible interpretation, the dataset cannot determine the intent of the attackers.
Administrative Access Services
Another service that appears repeatedly in the dataset is port 22, which is visible primarily within the Google Cloud deployments. Although the total number of hits on this port is lower compared with others such as 5900 or 445, its consistent presence across several regions suggests that it remains a common target for attackers. Compared with the other services in the dataset, port 22 appears to receive a steadier but lower volume of traffic.

Web Services 
Ports associated with web services appear less frequently in the dataset than remote access or networking-related services. For example, port 80 and port 443 only appear in a small number of deployments and generally receive fewer hits compared with other ports.

Key Findings – Table 1 & 2 
One of the most striking findings in the dataset occurs during the period between November 10th and December 15th, 2025, where port 32526 alone received over 1.4 million hits. This figure is significantly higher than that of any other port observed across the entire dataset, indicating a notable anomaly in traffic patterns.
A possible explanation for this surge is the disclosure and patching of new security vulnerabilities affecting Microsoft systems during the same timeframe [29]. While it cannot be definitively confirmed that the increased traffic on this port was directly caused by these vulnerabilities, the time alignment and past studies showing that vulnerable systems can be identified within minutes of vulnerability disclosure, leading to rapid increases in probing behaviour [32] suggests a potential correlation that is worth consideration.
On November 11th, 2025, Microsoft released a security update addressing 63 vulnerabilities across its products [29], including one zero-day vulnerability that was actively exploited in the wild. These vulnerabilities included remote code execution and privilege escalation flaws, both of which are highly attractive to attackers. This may encourage widespread scanning and exploitation attempts, however this study does not measure attacker motivation nor confirm the cause.
Table 1 and Table 2 provide great insights into the attacker’s mind, but there is a clear correlation between the two. Microsoft’s Azure emerges on top for the most attacks Table 1 (total hits) and is dominated by activity on a singular port, port 325260 Table 2 (Targeted ports). This port suffers 42% of total traffic that targeted the provider with just over two million hits. This indicates a concentration of traffic rather than evenly distributed activity but does not explain the cause of this behaviour. Azure obtained the most hits, more than AWS who dominates the cloud market, and Google Cloud who is known for high hits due to rotating IP addresses more frequently than AWS or Azure [25].
This is due to port 32526, which would normally be considered as just a high port without any specific function, but for Azure this is not the case. Azure uses this port as the VM agents’ ‘heartbeat’ [30]. It sends out a signal at certain intervals regarding the status of the virtual machine. The substantial number of attacks seen on port 32526 Table 2 (Targeted ports) explains the dominance azure holds in the number of total hits seen in Table 1 (total hits).
Considering that a large proportion of traffic observed on Azure is associated with port 32526, which is linked to a provider-specific service, it is useful to reassess the data with this traffic excluded in order to reduce the influence of this factor. This allows for a more balanced comparison across providers; however, it does not fully eliminate other underlying differences between platforms
Total Hits – Excluding Port 32526 Traffic
	Cloud Provider
	Location
	Total Hits

	Microsoft Azure
	Frankfurt
	2,034,624

	Microsoft Azure
	Virginia
	616,122

	Microsoft Azure
	Singapore
	939,555

	Amazon (AWS)
	Frankfurt
	413,251

	Amazon (AWS)
	Virginia
	192,445

	Amazon (AWS)
	Singapore
	78,625

	Google Cloud
	Frankfurt
	294,799

	Google Cloud
	Virginia
	105,932

	Google Cloud
	Singapore
	37,262


Interpretation of table: The table presents the total number of hits recorded for each cloud provider across the three excluding the traffic that came from port 32526. Each row lists a provider and region alongside the overall volume of traffic observed in that deployment. By reading down the table, it is possible to compare the total activity levels between providers and across different regions, showing how the overall number of interactions varies depending on both the cloud platform and its geographic location.
After excluding any traffic associated with the port 32526, Microsoft Azure continues to record the highest number of hits across all regions. This shows that although this port maintains a large chunk of Azure traffic, so the removal of port 32526 reduces Azure’s dominance but does not eliminate it.
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[bookmark: _Toc226555321]Table 4 - Port Hits/Total Hits Distribution
	Cloud Provider
	Location
	Top 3 Ports
	Port Hits
	Total Hits
	Port/Total Hits Distribution %

	Microsoft Azure
	Frankfurt
	32526
	1,481,576
	3,516,200
	42.14%

	
	
	5900
	49,754
	3,516,200
	1.42%

	
	
	55144
	41,597
	3,516,200
	1.18%

	Microsoft Azure
	Virginia
	32526
	134,010
	750,132
	17.86%

	
	
	5900
	57,580
	750,132
	7.68%

	
	
	60700
	23,423
	750,132
	3.12%

	Microsoft Azure
	Singapore
	32526
	440,559
	1,380,114
	31.92%

	
	
	5900
	66,196
	1,380,114
	4.80%

	
	
	58026
	41,023
	1,380,114
	2.97%

	Amazon (AWS)
	Frankfurt
	5900
	137,733
	413,251
	33.33%

	
	
	445
	48,952
	413,251
	11.85%

	
	
	59342
	12,065
	413,251
	2.92%

	Amazon (AWS)
	Virginia
	445
	40,565
	192,445
	21.08%

	
	
	80
	8,579
	192,445
	4.46%

	
	
	54754
	6,522
	192,445
	3.39%

	Amazon (AWS)
	Singapore
	445
	14,914
	78,625
	18.97%

	
	
	5900
	7,708
	78,625
	9.80%

	
	
	42152
	6,593
	78,625
	8.39%

	Google Cloud
	Frankfurt
	5900
	56,942
	294,799
	19.32%

	
	
	445
	46,217
	294,799
	15.68%

	
	
	22
	7,699
	294,799
	2.61%

	Google Cloud
	Virginia
	5900
	19,796
	105,932
	18.69%

	
	
	445
	3,357
	105,932
	3.17%

	
	
	22
	2,877
	105,932
	2.72%

	Google Cloud
	Singapore
	445
	2,793
	37,262
	7.50%

	
	
	22
	1,579
	37,262
	4.24%

	
	
	443
	644
	37,262
	1.73%


Interpretation of table: The table presents the top three most targeted ports for each cloud provider and location, along with the number of hits each port received, the total number of hits for that deployment, and the percentage that each port contributes to the overall traffic. Each section lists a provider and region, followed by individual ports with their corresponding hit counts and proportional distribution. By reading across the rows, it is possible to see not only which ports were most targeted, but also how significant each port is relative to the total activity in that environment. The percentage column allows for easier comparison between providers and regions, showing how traffic is distributed across the most active ports within each deployment.

A noticeable pattern in the data is that all Azure regions show consistent targeting of the same type of service, rather than just a specific port number. In Frankfurt, Virginia, and Singapore, the most dominant traffic is associated with high-numbered ports such as 32526, accounting for 42.14%, 17.86%, and 31.92% of total hits, respectively. Azure uses this port as the VM agents’ ‘heartbeat’ [30]. It sends out a signal at certain intervals regarding the status of the virtual machine.
The consistent probing of this port across all Azure regions indicates repeated interaction with this service, however it does not confirm the reason for this targeting or whether it is due to a vulnerability.
According to Table 2 (Targeted ports) most of Azure’s traffic is targeting port 32526. As seen in Table 5, Table 6, Table 7 below. The Azure deployment shows that traffic across all three regions consistently came from a single source location, Hong Kong. This is different from the other deployments, where the traffic was spread out globally. One possible explanation is that this reflects a more centralised source of scanning activity targeting Azure. However, this dataset does not directly examine the nature or origin of that behaviour, so it is not possible to confirm whether this pattern is due to coordinated activity.

[bookmark: _Toc226555322]Table 5 - Azure, Frankfurt - Top Source Countries
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Dominant Ports Across Regions
One clear pattern in the data is that a single port often accounts for more traffic within a specific cloud provider and region than the ports ranked below it. In many cases, the most frequently targeted port receives close to twice the number of hits compared to the second most targeted port in that same region.
For example, in Microsoft Azure’s Frankfurt honeypot, port 32526 accounts for 42.14% of total hits, while the next most targeted port, 5900, represents only 1.42%. 
A similar pattern appears in Azure Singapore, where 32526 accounts for 31.92% of traffic, compared to 4.80% for the second most targeted port. 
This trend is also visible in other providers. In AWS Frankfurt, port 5900 accounts for 33.33% of the traffic, while port 445 accounts for 11.85%, again showing a noticeable gap between the most targeted port and the others. 
The presence of such dominant ports suggests that the traffic is not evenly distributed across services. Instead, it indicates that specific ports are being targeted much more aggressively,

The bar char below shows the average percentage distribution of the most targeted port for each cloud provider. By averaging the highest port percentage for Azure, AWS, and Google Cloud in each region, the graph provides a clearer comparison of how concentrated scanning activity is across all of the providers. 

[bookmark: _Toc226555325]Table 8 - Average Distribution of Highest Targeted Port by Cloud Provider
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Table 8 - Overview
The bar chart shows the average share of the most targeted service for each cloud provider. By taking the highest percentage from each region and averaging it, the graph makes it easier to see how focused the scanning activity is within each provider.
Microsoft Azure stands out with the highest concentration, suggesting that attackers are mainly focusing on one specific service. AWS shows a more moderate level of concentration, meaning the activity is somewhat focused but still spread out. In comparison, Google Cloud has the lowest concentration, which indicates that attackers are spreading their efforts across a wider range of services rather than targeting just one.
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When comparing cloud providers, some differences begin to appear in the ports that are most frequently targeted.
In the Microsoft Azure deployments, port 32526 receives a large number of hits, especially in the Frankfurt and Singapore regions. This port does not appear as often in the AWS or Google Cloud deployments, which may suggest that attackers discovered this service on the Azure honeypots and repeatedly targeted it.
In contrast, the AWS deployments show a stronger focus on port 445, indicating that attackers discovered this service on the Azure honeypots and repeatedly targeted it. However, the dataset cannot determine whether this targeting was intentional, automated, or influenced by background service behaviour.
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[bookmark: _Toc226555326]Table 9 - Comparative Local-Time Attacks Across Cloud Regions and Threat Origins
	Cloud Provider
	Honeypot
Location
(host)
	Top 3 
Attacker
Countries
	Local
Time-zone
(Host)
	 Local Time
(Host)
	Local
Time-zone
(Attacker)
	Local 
Time
(Attacker)

	Microsoft Azure
	Frankfurt
	Hong Kong
	CET
	11:35
	HKT
	18:35

	
	
	United States
	CET
	11:29
	EDT 
	05:29

	
	
	China
	CET
	11:17
	CST China
	18:17

	Microsoft Azure
	Virginia
	Hong Kong
	ET
	08:52
	HKT
	21:52

	
	
	United States
	ET
	09:08
	EDT
	09:08

	
	
	China
	ET
	10:41
	CST China
		



	23:41




	Microsoft Azure
	Singapore
	Hong Kong
	SGT
	21:55
	HKT
	21:55

	
	
	United States
	SGT
	22:09
	EDT
	09:09

	
	
	China
	SGT
	23:54
	CST China
	23:54

	Amazon (AWS)
	Frankfurt
	United States
	CET
	13:03
	CST 
		



	07:03




	
	
	China
	CET
	13:40
	CST China
	20:40

	
	
	Germany
	CET
	17:24
	CET
	17:24

	Amazon (AWS)
	Virginia
	United States
	ET
	05:40
	EDT
	05:40

	
	
	United Kingdom
	ET
	06:31
	GMT
	11:31

	
	
	Russia
	ET
	06:26
	MSK
		



	14:26




	Amazon (AWS)
	Singapore
	United States
	SGT
	17:40
	ET
	04:40

	
	
	Singapore
	SGT
	21:44
	SGT
	21:44

	
	
	South Korea
	SGT
	18:43
	KST 
	19:43

	Google Cloud
	Frankfurt
	United States
	CET
	13:34
	EDT
	07:34

	
	
	China
	CET
	13:24
	CST China
	20:24

	
	
	Netherlands
	CET
	11:08
		



	CET



	11:08

	Google Cloud
	Virginia
	United States
	ET
	09:41
	CST 
	09:41

	
	
	China
	ET
	09:35
	CST China 
	22:35

	
	
	Netherlands
	ET
	10:31
	CET
	16:31

	Google Cloud

	Singapore
	United States
	SGT
	21:03
	CST
	08:03

	
	
	Netherlands
	SGT
	20:21
	CET
	13:21

	
	
	India
	SGT
	00:24
	IST
	21:54


Interpretation of table: The table shows the top three attacker source countries for each cloud provider and honeypot location, alongside the local time at both the host system and the attacker’s location. Each section lists a provider and region, followed by the countries generating the most traffic, with corresponding time zones and timestamps. By reading across the rows, it is possible to compare when activity occurred from both the host’s perspective and the attacker’s local time, giving context to when interactions happened across different regions. This allows the reader to understand the geographic distribution of traffic as well as how activity aligns across different time zones.

The Influence of Cloud Infrastructure on Source Locations
Table 9 (Comparative Local-Time Attacks Across Cloud Regions and Threat Origins) highlights a consistent pattern in the origin of attack traffic, spanning across Microsoft Azure, AWS, Google Cloud and all regions, the United States appeared in the top three source countries in every instance. This consistency indicates a recurring pattern in the dataset between United States-based IP space and observed attack traffic.
However, IP geolocation does not reveal the true origin of attackers and may instead reflect the use of cloud infrastructure, proxies, or compromised systems. The United States host a massive chunk of the world’s cloud computing resources and data centres. With Azure, AWS and GLC taking up 70.2% of global IaaS Public Cloud Services market shares [11] , all American based companies. Due to the global distribution, low price, and accessibility, it makes it and easy to access and use intermediary for threat actors to route traffic through compromised servers or proxy nodes located in the U.S network. As a result, the United States appears frequently; however, this does not represent true attacker origin
China has also appeared rather frequently in the dataset as a part of the top 3 source IPs, this is also a region with strong global presence and digital infrastructure with Alibaba, a major global cloud provider being based in China, along with other slightly smaller cloud providers such as Tencent Cloud and Huawei Cloud. This reinforces that attackers leverage these available resources to mask their location and placing these countries at the top of the hit list. 

Similar Attack Times in Source Time Zone – United States 
A clear pattern in the data is that traffic coming from the United States tends to happen during the morning in the attacker’s local time zone. Across all providers, most of this activity appears between 05:00 and 10:00 (ET).
This consistency suggests that the activity is not random but follows a regular daily schedule, which is consistent with automated or scheduled scanning behaviour. One possible interpretation is that this activity overlaps with periods of increased legitimate network usage, such as morning hours, when overall traffic levels typically rise. However, the dataset does not provide sufficient evidence to determine whether this timing reflects deliberate attempts to blend in with legitimate traffic or have dependencies on local time or source country.


Synced Attack Times in Victim Time Zone – Virginia
Another noticeable pattern appears in the Virginia region, where attacks occur at similar times and consistently during the morning hours. Unlike other regions where the source time is more scattered, the timing here is grouped closely, falling within a narrow window in the early part of the day.
This clustering may reflect scheduled or automated activity. Although, the dataset does not permit attribution of intent or evasion strategy.
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[bookmark: _Toc226555327]Table 10 - Obfuscation Patterns Among Leading Source IP Addresses
	Cloud Provider
	Honeypot Location(host)
	Top 7
Source IPs
	Obfuscation Method

	Microsoft Azure
	Frankfurt
	168.63.129.16
	Azure internal service IP (metadata / health probe)

	
	
	142.250.179.123
	Google infrastructure (GGC/CDN edge)

	
	
	142.250.75.251
	Google infrastructure (GGC/CDN edge)

	
	
	134.199.196.58
	Cloud VPS provider (DigitalOcean / similar IaaS)

	
	
	179.43.128.29
	Bulletproof hosting provider (privacy-tolerant VPS)

	
	
	52.59.244.233
	AWS EC2 instance

	
	
	45.130.83.49
	VPS hosting provider (commercial proxy/VPN)

	Microsoft Azure
	Virginia
	168.63.129.16
	Azure internal service IP (metadata / health probe)

	
	
	52.252.75.106
	Azure VM (public cloud compute)

	
	
	134.199.196.58
	Cloud VPS provider (DigitalOcean / similar IaaS)

	
	
	103.10.68.110
	Residential ISP (consumer network / likely bot-infected host)

	
	
	180.248.12.40
	Residential ISP (consumer network / likely bot-infected host)

	
	
	134.199.204.151
	Cloud VPS provider (DigitalOcean / similar IaaS)

	
	
	187.192.253.12
	Residential ISP (consumer network / likely bot-infected host)

	Microsoft Azure
	Singapore
	168.63.129.16
	Azure internal service IP (metadata / health probe)

	
	
	45.130.83.49
	VPS hosting provider (commercial proxy/VPN)

	
	
	134.199.196.58
	Cloud VPS provider (DigitalOcean / similar IaaS)

	
	
	43.248.141.80
	Residential ISP (consumer network / likely bot-infected host)

	
	
	45.132.227.235
	VPS hosting provider (commercial proxy/VPN)

	
	
	198.12.124.71
	VPS hosting provider (commercial proxy/VPN)

	
	
	110.138.119.60
	Residential ISP (consumer network / likely bot-infected host)

	Amazon (AWS)
	Frankfurt
	134.199.196.58
	Cloud VPS provider (DigitalOcean / similar IaaS)

	
	
	52.59.244.233
	AWS EC2 instance

	
	
	134.199.204.151
	Cloud VPS provider (DigitalOcean / similar IaaS)

	
	
	142.250.185.251
	Google infrastructure (GGC/CDN edge)

	
	
	5.255.97.209
	Bulletproof hosting provider (privacy-tolerant VPS)

	
	
	79.131.223.58
	Residential ISP (consumer network / likely bot-infected host)

	
	
	142.250.184.251
	Google infrastructure (GGC/CDN edge)

	Amazon (AWS)
	Virginia
	142.251.179.207
	Google infrastructure (GGC/CDN edge)

	
	
	3.87.126.146
	AWS EC2 instance

	
	
	54.165.17.230
	AWS EC2 instance

	
	
	103.240.242.77
	Residential ISP (consumer network / likely bot-infected host)

	
	
	14.191.58.235
	Residential ISP (consumer network / likely bot-infected host)

	
	
	103.121.16.17
	Residential ISP (consumer network / likely bot-infected host)

	
	
	34.201.250.36
	AWS EC2 instance

	Amazon (AWS)
	Singapore
	54.179.187.123
	AWS EC2 instance

	
	
	129.212.188.196
	Residential ISP (consumer network / likely bot-infected host)

	
	
	74.125.24.207
	Google infrastructure (GGC/CDN edge)

	
	
	142.251.10.207
	Google infrastructure (GGC/CDN edge)

	
	
	112.215.238.207
	Residential ISP (consumer network / likely bot-infected host)

	
	
	62.173.37.82
	Residential ISP (consumer network / likely bot-infected host)

	
	
	103.157.78.78
	Residential ISP (consumer network / likely bot-infected host)

	Google Cloud
	Frankfurt
	77.83.240.70
	Residential ISP (consumer network / likely bot-infected host)

	
	
	187.108.1.130
	Residential ISP (consumer network / likely bot-infected host)

	
	
	122.160.136.178
	Residential ISP (consumer network / likely bot-infected host)

	
	
	45.95.147.229
	VPS hosting provider (commercial proxy/VPN)

	
	
	212.124.19.192
	Cloud VPS provider (DigitalOcean / similar IaaS)

	
	
	147.45.112.157
	Residential ISP (consumer network / likely bot-infected host)

	
	
	197.39.135.44
	Residential ISP (consumer network / likely bot-infected host)

	Google Cloud
	Virginia
	134.199.196.58
	Cloud VPS provider (DigitalOcean / similar IaaS)

	
	
	87.251.75.163
	Residential ISP (consumer network / likely bot-infected host)

	
	
	193.22.146.182
	Residential ISP (consumer network / likely bot-infected host)

	
	
	187.108.1.130
	Residential ISP (consumer network / likely bot-infected host)

	
	
	106.222.226.142
	Residential ISP (consumer network / likely bot-infected host)

	
	
	94.190.75.34
	Residential ISP (consumer network / likely bot-infected host)

	
	
	39.106.39.140
	Cloud VPS provider (Alibaba Cloud IaaS)

	Google Cloud

	Singapore



	
	45.95.147.229
	VPS hosting provider (commercial proxy/VPN)

	
	
	45.161.50.177
	Residential ISP (consumer network / likely bot-infected host)

	
	
	112.29.83.46
	Residential ISP (consumer network / likely bot-infected host)

	
	
	45.134.26.3
	VPS hosting provider (commercial proxy/VPN)

	
	
	102.90.96.211
	Residential ISP (consumer network / likely bot-infected host)

	
	
	45.227.254.6
	Residential ISP (consumer network / likely bot-infected host)

	
	
	193.24.211.59
	Residential ISP (consumer network / likely bot-infected host)


Interpretation of table: The table lists the top 7 most active source IP addresses observed for each cloud provider and honeypot location, along with the identified type of infrastructure or obfuscation method associated with each IP. Each section shows a provider and region, followed by individual IP addresses and a description of their origin. By reading across the rows, the table allows the reader to see where traffic is coming from and the type of network or service behind each source. The inclusion of categories such as “cloud VPS,” “residential ISP,” and “proxy/VPN” provides context on how the traffic is being routed or masked, making it easier to understand the variety of source types interacting with the honeypots.

Obfuscation breakdown
· Azure internal service IP – Internal Azure system traffic 
· Azure VM – Virtual machine in Azure, user-controlled server
· AWS EC2 instance – Virtual machine hosted on AWS.
· Cloud VPS provider (DigitalOcean) – Cheap cloud servers often used for scalable activity.
· Cloud VPS provider (Alibaba Cloud) – Same as above, hosted on Alibaba Cloud
· VPS hosting provider (proxy/VPN) – Server used to hide real IP via proxy or VPN.
· Bulletproof hosting provider – Privacy-tolerant hosting used for malicious activity.
· Google infrastructure (CDN/edge) – Google servers used as traffic relay/cache.
· Residential ISP – Home internet IP, often a compromised device (zombie/bot)

Multi-Layer Obfuscation 
The presence of Proxy/VPN or Bulletproof Hosting shows an effort to hide the real source of traffic. This is consistent with obfuscation techniques, however intent cannot be definitively determined from this dataset. This is seen across several cloud providers and regions and stands out as it is a clear attempt of obfuscation which reinforces the likelihood of malicious behaviour rather than just an ordinary scan.
Residential IP Space refers to the range of IP addresses that are assigned to home users by Internet Service Providers (ISPs). Table 10 shows a large number of IP addresses that are assigned as residential IPs, they are spread across all locations and providers and take up a huge chunk of the IP space on the table. Unlike cloud or proxy/VPN source IPs, these do not really repeat, rarely appearing more than once.
The lack of repetition, residential IP addresses and the large geographic spread across locations and cloud providers suggest the use of independent devices or “zombies”. This pattern is consistent with botnet-like behaviour, although this dataset does not directly confirm compromise or control of these devices.
So, a key pattern seen in Table 10 is that residential IPs make up most of the traffic targeting all cloud providers, no matter the location. This indicates that the traffic is not isolated to certain locations or cloud providers but is spread across all of the environments. The scale of these residential IPs stands out at 44.4% of all observed IPs compared to the cloud source IPs that sit at 41.3% including the health checks and proxy/VPN/Bulletproof IPs that occupy 14.3% of the table.
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	Cloud Provider
	Honeypot
Location
(host)
	Top 3 
Used Commands
	Command Meaning

	Microsoft Azure
	Frankfurt
	uname -s -v -n -m 2>/dev/null
	Gathers System Information

	
	
	uname -m 2 >/dev/null
	Checks CPU Architecture 

	
	
	cat /proc/uptime2>/dev/null | cut -d
	Check how long the server has been running for

	Microsoft Azure
	Virginia
	uname -s -v -n -m 2 > /dev/null
	Prints system details

	
	
	whoami
	Prints current user

	
	
	cat /proc/cpuinfo | grep name | wc -l
	Shows number of CPU cores

	Microsoft Azure
	Singapore
	pwd
	Prints current working directory

	
	
	cat /proc/cpuinfo
	Displays all CPU information

	
	
	cd~ && rm -rf .ssh && mkdir .s… chmod -R go=~/.ssh && cd ~
	Wipes all SSH credentials and resets the SSH directory

	Amazon (AWS)
	Frankfurt
	uname -s -v -n -m 2 > /dev/null
	Prints system details

	
	
	uname -m 2 > /dev/null
	Checks CPU Architecture 

	
	
	cat /proc/uptime2>/dev/null | cut -d. -f1
	Check how long the server has been running for

	Amazon (AWS)
	Virginia
	uname -s -v -n -m 2 > /dev/null
	Prints system details

	
	
	cat /proc/uptime2>/dev/null | cut -d. -f1
	Check how long the server has been running for

	
	
	whoami
	Prints current user

	Amazon (AWS)
	Singapore
	lscpu | grep Model
	Shows the name of the CPU

	
	
	cd~ && rm -rf .ssh && mkdir .s… chmod -R go=~/.ssh && cd ~
	Wipes all SSH credentials and resets the SSH directory

	
	
	Cd ~;chattr -ia .ssh; lockr -ia .ssh
	Trying to take control of SSH access

	Google Cloud
	Frankfurt
	whoami
	Prints current user

	
	
	cd~ && rm -rf .ssh && mkdir .s… chmod -R go=~/.ssh && cd ~
	Wipes all SSH credentials and resets the SSH directory

	
	
	cat /proc/uptime2>/dev/null | cut -d
	Check how long the server has been running for

	Google Cloud
	Virginia
	lscpu | grep Model
	Shows the name of the CPU

	
	
	ls -lh $(which Is)
	Lists detailed info about a file

	
	
	which ls
	Provides path of command

	Google Cloud

	Singapore
	whoami
	

	
	
	cd~ && rm -rf .ssh && mkdir .s… chmod -R go=~/.ssh && cd ~
	Wipes all SSH credentials and resets the SSH directory

	
	
	cat /proc/uptime2>/dev/null | cut -d
	Check how long the server has been running for


Interpretation of table: The table presents the top three commands executed by attackers on each honeypot across different cloud providers and locations, along with a brief explanation of what each command does. Each section lists a provider and region, followed by the most frequently observed commands and their meanings. By reading across the rows, it is possible to see the types of actions performed after access is gained, such as gathering system information (e.g. uname, whoami), checking hardware details, or interacting with system files. Some commands also relate to modifying or resetting SSH configurations, indicating attempts to interact with or alter access settings. Overall, the table provides insight into the types of activities carried out on the systems once a connection is established.

Attack Progression: Reconnaissance to Engagement
Across all providers and regions, attackers consistently begin with reconnaissance commands such as ‘uname’, ‘lscpu’, ‘cat /proc/cpuinfo’, and ‘whoami’. These commands provide valuable system information such as the operating system type, kernel version, CPU architecture, and user privileges. The consistency of these specific commands strongly suggests the use of pre-configured toolkits, this pattern is consistent with automated behaviour, although it cannot be definitively confirmed. The majority of commands appear to be automated, while a minority progress to more complex commands, particularly those targeting SSH access, indicating a potential shift towards deeper interaction. This may indicate a two-phase interaction pattern: reconnaissance and subsequent interaction attempts. This is a plausible interpretation, However this dataset does not directly investigate whether commands were entered manually or automated.
We observe a greater number of commands focused on revealing system information rather than executing direct attacks, as not every reconnaissance attempt results in the identification of an exploitable vulnerability.
The command ‘cd ~ && rm -rf .ssh && mkdir .ssh && chmod -R go=~/.ssh && cd ~’ is a multi-step operation that attempts to delete existing SSH credentials, recreate the directory, and reset permissions. The structure and chaining of multiple commands indicate a higher level of complexity, which may suggest more deliberate behaviour; however, such patterns can also be generated by automated scripts and toolkits rather than manual input. Therefore, this command alone does not provide sufficient evidence to conclusively distinguish between automated and manual attacker activity. A clear pattern in the data is the repeated pairing of simple reconnaissance commands with more complex, action-based commands among the most frequently executed in each honeypot. The consistency of this pattern across different providers and regions highlights a common attack workflow, where reconnaissance is immediately followed by attempts to gain control or establish persistence.
The command ‘cat /proc/uptime 2>/dev/null | cut -d’ checks how long the server has been running. This command could be used to infer when the system was last restarted, which can indicate whether recent updates or patches have been applied. This can inform attackers on which vulnerabilities may be more likely to be present, this interpretation is plausible, but not directly observable from the dataset. As seen in Table 11(Most Commonly Used Commands and Their Meaning), this command is commonly paired with ‘whoami’ across multiple honeypots. This pairing is likely used to build a quick understanding of both the system’s condition and the level of access available. While the uptime provides an indication of how recently the system may have been updated, the ‘whoami’ command reveals the current user privileges. Together, this allows attackers to assess whether they have sufficient access to attempt further actions.
This level of interaction is still consistent with automated behaviour, although it may indicate a progression to more targeted scripted actions rather than purely random scanning. There is insufficient evidence to definitively conclude that a transition to manual interaction has occurred.
In summary, the data shows that attackers typically begin with simple, automated reconnaissance commands to gather basic system information, suggesting the use of pre-configured toolkits. This is followed by more complex commands, particularly those targeting SSH access, indicating a progression from basic scanning to more structured interaction attempts. However, this progression should be interpreted cautiously, as both stages can be executed entirely through automated processes. This supports the interpretation of a multi-stage but largely automated attack workflow, where attackers assess systems and attempt further actions based on the results generated by automated commands.
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This study has several limitations that should be considered when interpreting the results. 
1. Short observations period.
The observations period for 4.5 weeks is relatively short and may not capture long-term trends or variations.

2. Low-interaction environment
The honeypots used in this study were low-interaction honeypots. This means they simulated services rather than being a fully operational system. This limited the ability to observe attackers’ behaviour and post-compromise activity.

3. Provider-specific services
Provider-specific services, such as Azure’s VM agent behaviour, may affect fair comparisons between cloud platforms because different providers expose different internal services to the internet. For example, Azure’s VM agent uses port 32526, which is visible to external scanners, while other providers may not expose an equivalent service in the same way. This can cause Azure systems to receive more traffic, which it did in this dataset simply because they are more visible or behave differently at a network level, rather than because attackers are specifically targeting Azure. 

4. Wide range of open ports
The wide range of open ports used in the honeypots may have created results that do not accurately reflect real-world system configurations because most real systems only expose a limited number of necessary services.
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On the completion of this study, there a several considerations that would improve future deployments and the overall reliability of the results.
1. Hardware Limitations
One key limitation encountered was the deployment of all honeypots with minimum system recommendations seen in Figure 2 (Instance Specifications) to be able accommodate T-Pot software [33]. This resulted in frequent instability, including system crashes that needed manual intervention. This may have led to gaps in data collection. In future work, increased funding would allow for systems with higher CPU and RAM capacity to provide a more stable environment 

2. Centralised Log Collection
Another limitation was the decentralised nature of log collection. The logs were stored locally on each honeypot and collected individually. This made data extraction time consuming and complex. The configuration of a centralised logging system that would allow the storing of logs in one location would significantly improve efficiency.

3. Increased Deployment Period
The duration of the deployment limited the scope of the findings. The deployment period was approximately 4.5 weeks. This provides a short-term view of activity and may not capture long-term trends. Extending the period would allow for a more reliable dataset.

4. Provider-Specific Infrastructure
The impact of provider-specific infrastructure on the results observed in this study is quite large. Certain services unique to a cloud provider can influence traffic patterns and sway the results. In future work, the aim would be more aware and to control these differences from the very beginning of the study to ensure a fairer comparison.
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This study contributes evidence that observed attack volume in cloud‑hosted honeypots is strongly influenced by provider‑specific infrastructure exposure. In particular, services unique to a platform can dominate traffic patterns and create misleading impressions of attacker preference unless explicitly controlled for
This section will include key findings from the Results section and summarize them accordingly as well as addressing the research question from the research paper.
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[bookmark: _Toc227682369]6.1 Research Questions
Question 1: How does attack activity vary across different cloud platforms?
The data suggests that attack activity varies across cloud platforms. A clear example of this is seen in Microsoft Azure, where a significant proportion of traffic is concentrated on port 32526. As shown in Table 4 (Port Hits/Total Hits Distribution), this single port accounts for a large share of total traffic. As discussed in Section 5.2.2 (Most Frequently Targeted Services), this port is associated with Azure’s VM agent “heartbeat” service. This means Azure systems may be more visible or behave differently at a network level, which can attract or generate more traffic compared to other providers.
In contrast, AWS and Google Cloud do not show the same level of dependence on a single provider-specific service. Instead, their traffic is more focused on commonly exposed ports such as 5900 and 445 (see Table 3), resulting in a more balanced distribution of attack activity.
This demonstrates that each cloud provider has its own infrastructural characteristics, such as default services, exposed ports, and internal system behaviour, which can influence how much traffic is observed. As a result, differences in attack volume between providers may not reflect actual attacker preference, but rather how each platform presents itself to the internet.
Lastly, limitations such as the short observation period and low-interaction honeypots (Section 5.5) restrict the ability to generalise these findings.
Question 2: How does attack activity vary across different regions?
The data in this study appears to show variation in attack activity across regions, particularly in terms of volume.
For example, Frankfurt generally records higher levels of traffic, while Singapore tends to show lower levels, with Virginia falling somewhere in between (see Table 4).
However, this pattern cannot be confirmed as a consistent or general trend. The results may be influenced by infrastructure differences rather than actual attacker preference.
Certain anomalies in the dataset may also distort these observations. For instance, the high concentration of traffic on port 32526 in Azure significantly increases the overall volume in some regions, this port is not present on other providers, nor does it perform the same function, meaning the results may not accurately reflect true regional differences. 
Lastly, limitations such as the short observation period and low-interaction honeypots (Section 5.5) restrict the ability to generalise these findings.

Question 3: Are certain regions more likely to attract higher levels of malicious traffic?
Yes, this dataset suggests that certain regions do attract higher levels of malicious traffic, although this is strongly influenced by visibility and infrastructure rather than deliberate targeting due to a specific region.
For example, Frankfurt consistently records the highest attack volumes across all providers, as seen in Table 2 (Top Ports by Region) and Table 4 (Port Hits/Total Hits Distribution). This indicates that regions acting as major internet hubs are more likely to be discovered and scanned by automated tools. In contrast, Singapore generally shows lower levels of traffic across most deployments, suggesting reduced exposure.
However, this pattern does not mean attackers are specifically choosing these regions. Instead, it reflects how high-connectivity locations increase system visibility, making them easier targets for scanners.

Question 4: What roles do intermediary systems such as proxies or cloud servers play in attacks?
Intermediary systems play a key role in modern cyberattacks by enabling anonymity, scale, and distribution.
As shown in Table 10 (Obfuscation Patterns), attackers frequently use cloud infrastructure, proxy services, and residential IPs to hide their true identity. This makes attribution unreliable, which is also reflected in Table 9, where countries like the United States appear as top sources due to infrastructure rather than actual attacker location.
The role of intermediary systems includes masking origin and making attacks harder to detect and trace

Question 5: To what extent can observed attack data be considered a reliable representation of real attacker behaviour?

Observed attack data provides useful insights into general attacker patterns, but it is only a partially reliable representation of real attacker behaviour due to several limitations in visibility, attribution, and infrastructure bias.
Firstly, the data is reliable in showing broad and repeated attack patterns. For example, the concentration of traffic on well-known ports such as 5900, 445, and 22 in Section 5.2.1 (Most Frequently Targeted Ports) and Table 3 (Targeted Services) suggests that attackers are consistently scanning for common services. This indicates that much of the observed activity reflects real-world opportunistic scanning behaviour, likely driven by automated tools. Additionally, the repeated use of reconnaissance commands such as ‘uname’ and ‘whoami’ in Table 11 (Most Commonly Used Commands) further supports the presence of a consistent, multi-stage attack workflow, reinforcing that some aspects of attacker behaviour are somewhat accurately captured.
However, the dataset also demonstrates that observed attack data can be significantly distorted by infrastructure related factors. A key example is the dominance of port 32526 in Microsoft Azure, where it accounts for up to 42.14% of total traffic in Frankfurt as shown in Table 4 (Port Hits/Total Hits Distribution). As explained in Section 5.2.2 (Most Frequently Targeted Services), this port is linked to Azure’s VM agent “heartbeat” service. This suggests that the high volume of attacks may not reflect deliberate attacker preference, but rather increased visibility of a provider-specific service. Therefore, the data may overrepresent certain behaviours due to how systems are configured, rather than what attackers are intentionally prioritising.
Source attribution is highly unreliable. As shown in Table 9 (Comparative Local-Time Attacks), countries such as the United States consistently appear as top sources of attack traffic. However, Section 5.3 (The Influence of Cloud Infrastructure on Source Locations) explains that this is likely due to the concentration of global cloud infrastructure rather than true attacker origin. This limitation is reinforced in Table 10 (Obfuscation Patterns Among Leading Source IP Addresses), where traffic is distributed across cloud providers, proxy services, and residential IPs. The high proportion of residential IPs indicated the use of botnets, while cloud and proxy services further obscure origin. As a result, observed data does not reliably represent who attackers are or where they are located.
Additionally, the low-interaction nature of the honeypots (Section 5.5, Limitations) restricts the ability to observe full attacker behaviour. While initial reconnaissance and some interactions are captured, although the dataset suggests a multi-stage command compromise attempt mentioned in 5.4 (Attack Progression: Reconnaissance to Engagement)
this dataset cannot confirm whether initial attacks would lead to successful exploitation, deeper compromise or show if a reconnaissance command is related to the more complex action command.
Overall, observed attack data is reliable for identifying general trends but it is less reliable for understanding attacker intent, true origin, or full behaviour, as it is influenced by infrastructure design, lack of visibility and obfuscation techniques
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Attack Concentration on Microsoft Azure
The analysis shows clear differences in attack distribution across cloud providers. Microsoft Azure received substantially more hits than AWS and Google Cloud, while Google Cloud recorded the lowest activity. Singapore was generally the least targeted region, except in Azure where it ranked second. Overall, both provider choice and geographic deployment influence exposure, though provider-specific factors appear to play a stronger role in total attack volume.
Frankfurt Emerges as a Global Hotspot for Honeypot Attacks across all providers.
Frankfurt consistently recorded the highest attack volume across all providers, indicating that location can significantly influence exposure. This may be linked to its role as a major internet hub, however, this cannot be confirmed.
Most Frequently Targeted Ports
Attackers focused on a small set of well-known ports, including 5900 (VNC), 445 (SMB), 22 (SSH), and 80/443 (web services). This consistent targeting suggests automated, opportunistic scanning aimed at commonly exposed services and known entry points rather than tailored attacks.
Impact of Port 32526 on Azure Traffic
A substantial proportion of the attack traffic observed on Microsoft Azure was concentrated on a single provider‑specific service. This concentration suggests that platform‑specific network behaviour can significantly influence observed attack volumes, independent of geographic location. As a result, apparent differences in provider exposure may partly reflect infrastructure characteristics rather than attacker preference.
Port Distribution Patterns Across Providers
Traffic was highly concentrated on a single dominant port within each provider and region. Azure showed the strongest concentration, largely due to port 32526, while AWS displayed moderate concentration and Google Cloud showed a more distributed pattern. This suggests attackers prioritise specific services depending on provider exposure rather than scanning uniformly.

The Influence of Cloud Infrastructure on Source Locations
The United States appeared in the top three source countries across all deployments. However, this reflects the concentration of global cloud infrastructure rather than true attacker origin, as threat actors often route traffic through cloud services or proxies. China also appeared frequently, likely for similar reasons, reinforcing the role of global infrastructure in shaping observed source data.
Traffic Distribution across different Ports per Cloud Provider
One of the clearer patterns in the data is that attack traffic tends to focus heavily on a single port within each cloud provider and region, rather than being spread evenly. In many cases, the most targeted port receives far more hits than any others, sometimes close to double or even significantly higher. For example, in Microsoft Azure’s Frankfurt deployment, port 32526 accounts for 42.14% of all traffic, while the next most targeted port makes up just 1.42%. A similar trend can be seen in Azure Singapore and AWS Frankfurt, where there is a noticeable drop between the most targeted port and the rest of the ports,  in comparison, Google Cloud has the lowest concentration, which indicates that attackers are spreading their efforts across a wider range of services rather than targeting just one.
This suggests that attackers are not simply scanning randomly but  depending on the provider and accessibility of ports are instead concentrating on specific ports that are more likely to give them useful access.
Multi-Layered Obfuscation Across Source IP Addresses
Attack traffic originated from a mix of cloud infrastructure, proxy/VPN services, and residential IPs. Residential IPs accounted for the largest share (44.4%), indicating widespread use of compromised devices in botnets. Cloud sources made up 41.3% (including some internal traffic), while proxy/VPN services accounted for 14.3%. This layered approach makes attribution difficult and shows that attacks are globally distributed rather than provider specific.
Attack Progression: Reconnaissance to Engagement
Across all honeypots, attack behaviour followed a two-stage pattern. It began with automated reconnaissance using standard system commands, indicating toolkit-driven activity. In some cases, this progressed to more advanced actions, such as modifying SSH configurations, suggesting a shift toward targeted engagement when potential vulnerabilities were identified.
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